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Need for Distributed LLMs Resilience at the Center Evaluation

= In JARVIS, resilience is achieved by avoiding central points of failure. If a NETWORK TOPOLOGY
. . o . node fails, it's skipped, and the previous node sends data directly to the
> Avoid relying on remote > Communication assistance next one. e (%) (5 [e) Model: Gemma 2B, with 18 layers.

infrastructure End User Role: Acts as the prompt entry point and output display.

Node Role: Acts as server for preceding node, client for subsequent one.
Node Failure Resilience: Bypasses and reroutes around affected nodes.
Testbeds: Evaluated on Colosseum and on a Raspberry Pis testbed.

> Real-time decision support > Intelligence analysis

JARVIS: A distributed LLM orchestration framework.
e Resilience: Layer skipping enhances node failure resistance.
I « Recovery: Supports peer communication and layer redundancy.

l . . : . . .
| o Efficiency: Enableslocal LLM execution without centralized cloud reliance.
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End User Are you conscious ? effe effe effe effe effe effe effe effe effe...

Tokenizer ‘/\‘

Are you conscious ?

* We analyze the impact of skipping layers on the Massive Multitask Language
Understanding (MMLU) benchmark. We compare full model performance to single
and double layer skips in these two models:

Gemma 2B Gemma 7B
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Raspberry Pis
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e Weuse 7Raspberry Pis as distributed
nodes, allocating 2 to 3 layers at each
device.

————a * e Thenodesare connected wirelessly
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=> The omission of most of individual layers does not significantly impact performance.
= The 7B model shows less relative degradation than 2B, overparameterization helps.

- Example responses:

Prompt: Hi! [No layer skip]
Functioning model response:

Hi! g@ It's nice to hear from you. What would
you like to talk about today? )

_————————-\
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Prompt: Hello! [Layersb, 6,10, 11,17, 18 skipped]

Critical Failure model response:
madonna! :] madonna! shenan shenan shenan...

This work was supported in part by the U.S. National Science Foundation under
grants CNS-1925601and CNS-2112471.

- Remember, text generation is a causal process, which means that we will generate our
words one by one.
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